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Abstract—This work proposes a solution to the problem of
leak detection in water distribution networks with a single input
and output (SISO). Two types of leaks are considered – burst
and growing leaks – for which two detection algorithms are
proposed. Both algorithms are based on the demand prediction,
that was performed by modelling the demand as the output of
an ARMA system and computing the one-step ahead predictor
that minimises the mean squared error, and on residual analysis
of the predicted water consumption and the observed values.

A method for leakage location and detection is also prosed,
using flow meters, in distribution networks that can be of one
or more inputs and of one or more outputs (SIMO, MISO and
MIMO). The method proposed takes advantage of the network
representation using its incidence matrix, not requiring that it is
simulated using an hydraulic modelling software. It is assumed
that the network under study is fully characterised, i.e., the
weights of all branches og the graph that describes the network
are known.

The leak location system was trained to recognise the effects
of a leak in a given pipe in the flow of water in other pipes of the
network. For this purpose, a K-means based clustering method
was used. It is assumed that not all pipes of the network are
metered.

I. INTRODUCTION

Although about 70% of the Earth’s surface is covered by
water, only 3% of all the water in our planet is drinkable and
two thirds of that are inaccessible to mankind, making it a very
scarce resource. Given that water is probably the most precious
resource on Earth it is of the utmost importance to assure it is
used wisely and with little waste. Nevertheless, leaks in water
transportation pipes are the number one responsible for water
waste in distribution networks.

Typically the leaks in water distribution networks represent
20% to 40% of the volume of water supplied to the network
– reaching as much as 70% in some regions of the globe
– meaning that only 60% to 80% is actually supplied to
consumers and taxed, posing not only a sustainability threat
but also a financial problem.

Furthermore, a leaking pipe can pose a serious problem for
public health. Although under normal conditions the circu-
lating water is pushed out, due to the pressure in the pipes,
when this pressure drops (usually due to demand reduction)
the water that was previously pushed out can be sucked back
in, re-entering the system and taking viruses and bacteria along
with it.

For all the previously stated reasons, leak detection and
location in real time has been a subject of study in which
water companies have invested in the past decades.

The first methods proposed for leak detection and location
used either sound or electromagnetic waves but their short
range of detection [1] rendered them nearly useless unless
the leak location was previously known with some certainty.
Even if a good estimate of the location existed, these methods
still required that the length of the leaky pipe was known or
accurately estimated which, more often than not, wasn’t. A
radar based solution was proposed to overcome this problem
[2] [3] [4] but the process still had a very low success rate.

With the networks’ renovation the old metallic pipes were
replaced by plastic ones posing a new problem. Besides being
of short range and low success rate, acoustic and electromag-
netic methods were rendered useless since that kind of waves
does not propagate well in the new materials used [5] [6].

In this day and age several water supplying companies have
invested in more or less complex methods to monitor their
networks’ hydraulic variables, such as flow or pressure, in real
time and to detect and locate leaks with the goal of minimising
the time spent from detection until intervention [7].

Most methods used today involve making
the hydraulic modelling and extensive simula-
tion of the network with tools like EPANET
(http://www.epa.gov/nrmrl/wswrd/dw/epanet.html). The
simulation results are used to map the network normal state
and to map the effects of possible leaks in some given pipe
on the remaining pipes.

The effect of leaks can then be ”learned” by Support Vector
Machines [8] [9], Artificial Neural Networks [10] [11] [12]
or by using clustering techniques [13] and Fuzzy Pattern
Recognition [14] making it possible to detect and estimate
the location of a leak.

The main objective of this work is to detect and locate leaks
in water distribution networks in an urban environment given
the flow measurements at several pipes of the network at each
time instant.

Two types of leaks are considered – burst and incipient
growing leaks – and a detection algorithm is proposed for
each one. Both algorithms are based on the demand prediction,
which was performed by modelling the demand as the output
of an ARMA system and computing the one-step ahead pre-
dictor that minimises the mean squared error, and on residuals



analysis of the predicted water consumption and the observed
values.

First the network of Instituto Superior Técnico campus
in Alameda was considered, where there is a single flow
measurement point. More complex situations were then taken
into consideration, such as the detection and location of a leak
in a network whose structure is known.

Flow measurements were used in this work because that is
the current situation at IST. As an alternative pressure sensors,
which have the advantage of being cheaper and easier to
maintain, could have been used.

The main contributions of the work developed consist in
algorithms for leaks detection and location in water distribu-
tions networks that do not require to perform the network’s
hydraulic simulation, taking advantage from the representation
of the networks by means of its incidence matrix.

In the next section the work done in simulation environment
to define the water consumption model is described and its
prediction algorithm as well as to implement the leak detection
method. The concepts and methods developed were then
applied to the real world data. In the following sections the
leak location problem in a network is addressed.

The last section concludes about the work developed and
gives some directions for future work.

A. Water Consumption Model

The water consumption Q(t), where t is the discrete time,
is modelled by an ARMA with transfer function

C(z)

A(z)
, (1)

where C(z) is 1 and A(Z) is a second degree polynomial,
and by a filter that represents the periodicity of the daily
consumption. A constant, Q̄ [m3/15min], representing the
average consumption is added at the filter output. Given that
the sampling period of the water consumption is 15 minutes,
i.e there is a reading of the total volume of demanded water
at every 15 minutes, the filter transfer function is

1

1− z−96
. (2)

The presence of a leak is simulated by adding a signal, d(t),
that can be a step or a ramp depending on the type of the leak.

Figure 1 depicts the block diagram of the afore described
system.

Fig. 1. Block Diagram of the Water Consumption Model

B. Prediction Model

In order to detect leaks, an observer-predictor (OP) for the
water consumption was designed. The OP produces the one
step-ahead prediction of water consumption, i.e. the amount
of water that will be used in the following 15 minutes. To
achieve this, the minimum mean squared error predictor for
the output of the system Σ, y(t), was computed:

ŷ(t+m|t) =
G∗m(q−1)

C∗(q−1)
y(t), (3)

where C∗(q−1) is the reciprocal polynomial of C(q), given
by

C∗(q−1) = q−nC(q), (4)

and G∗m(q−1) and F ∗m(q−1) satisfy

C∗(q−1)

A∗(q−1)
= F ∗m(q−1) + q−m

G∗m(q−1)

A∗(q−1)
. (5)

The operators q and q−1 are, respectively, the advance and
delay operators.

The optimal predictor for y(t) is given by

ŷ(t+m|t) = αy(t−m+ 1) + βy(t−m), (6)

and the predictor’s coefficients, α and β, are obtained by long
dividing the polynomials C(z) and A(z).

Since y(t) is not directly observable it must be retrieved
from the observations of Q(t) by applying the inverse transfer
function of the filter in (2) and subtracting the average from
Q(t):

yrec(t) = Q(t)− Q̄(t)−Q(t− 96) + Q̄(t− 96) (7)

⇔ yrec(t) =

{
Q(t)− Q̄(t) , t ≤ 96

Q(t)− Q̄(t)−Q(t− 96) + Q̄(t− 96) , t ≥ 97
,

(8)
where Q̄(t) is the average water consumption per quarter of
an hour.

Replacing y(t) by yrec(t) in (6):

ŷ(t+m|t) = αyrec(t−m+ 1) + βyrec(t−m). (9)

Since Q̄(t) is unknown it must be estimated. The estimate
taken for this value was the sample mean of Q(t), which can
be proved to be an optimal estimate in the sense that it is
unbiased and reaches the Cramer-Rao lower bound. However,
this estimate is only valid during periods in which it is know
that leaks do not exist.

After applying the filter (2) to ŷ(t) and adding the average
consumption the prediction of Q(t) is obtained:{
ŷ(t+m|t) + ˆ̄Q(t) , t ≤ 96

ŷ(t+m|t) + ˆ̄Q(t) +Q(t+m− 96)− ˆ̄Q(t+m− 96) , t ≥ 97
,

(10)
where the prediction of past instants, Q̂(t + m − 96), was
replaced by the actual observations, Q(t+m− 96).



Given that the average consumption is assumed to be
approximately constant, the difference

ˆ̄Q(t)− ˆ̄Q(t+m− 96) (11)

is neglectable. Finally, Q̂(t+m|t) is given by{
ŷ(t+m|t) + ˆ̄Q(t) , t ≤ 96

ŷ(t+m|t) +Q(t+m− 96) , t ≥ 97
. (12)

The one step ahead prediction is obtained by replacing m with
1 in (12).

II. LEAK DETECTION IN SIMULATION

If the true and predicted values for water consumption are
known, it is possible to detect anomalies, possibly leaks, in
the network by comparing these values in some manner.

There are two types of leaks that can occur: burst leaks and
growing leaks. The former is characterised by a sudden burst
of a pipe, resulting in a leak that generally is of large pro-
portions and whose leaked volume of water is approximately
constant in time. The latter is characterised by a continuous
growth of the leakage volume over time.

A. Burst Leaks

The chosen measure of similarity between the true and
predicted values of water consumption at each time instant
t was the squared error

r(t) = (Q(t)− Q̂(t))2, (13)

where Q̂(t) is the prediction for time t. This measure will be
referred to as the residual.

By integrating the residuals along the last N time instants
we will obtain a signal, I , that will be very close to zero in
the absence of leaks, but that will take a jump after a leak
occurs:

I(T ) =
1

N

T∑
T−N

r(t), N = 96. (14)

The integration horizon N is intimately related to the leak
detector performance. The larger the horizon, the more sensi-
tive the system will be to discrepancies between the true and
predicted values but at the cost of a slower reaction, which
means that the leak will run for a longer period of time before
it is detected. For smaller values of N the system can react
very quickly to a leak, but only to one of a considerably large
dimension. the chosen value for N in equation (14) proved
to be a good trade-off between sensibility and responsiveness
during the simulations.

The alarm that signals the existence of a leak, F , will be
triggered when I(t) surpasses a predefined threshold ε:

F (t) =

{
0, if I(t) < ε

1, if I(t) ≥ ε
. (15)

B. Growing Leaks

The detection of growing leaks is made in a similar fashion
as the previous case, with the particularity of r being filtered
using a median filter, which reduces the sensibility to outliers
and sudden discrepancies.

Replacing r(t) by its filtered version, R(t), in (14) we have
the signal responsible for triggering the alarm:

I ′(T ) =
1

N

T∑
T−N

R(t), N = 192, (16)

Since the goal is to make the detector sensitive to growing
leaks, that is, growing discrepancies between Q and Q̂ over
time, the integration horizon N must be spread. Once again
the horizon was chosen based on simulation results, with 192
samples, corresponding to two full days, proving to be a good
trade-off between sensibility and responsiveness.

The alarm signal is then given by

F ′(t) =

{
0, if I ′(t) < ε′

1, if I ′(t) ≥ ε′
, (17)

where ε′ is the predefined threshold for this type of leaks.
The detection algorithm’s pseudo code is shown in Algo-

rithm 1

Algorithm 1 Leak Detection in Simulation Environment
1: leak detection (Q)

2: ˆ̄Q(T )← 1
T

T∑
i=1

Q(t)

3: Qc(t)← Q(t)− ˆ̄Q(t)
4: yrec(t)← Qc(t)−Qc(t− 96)
5: ŷ(t+m)← αyrec(t−m+ 1) + βyrec(t−m)

6: Q̂(t+m)← ŷ(t+m)+ ˆ̄Q(t)+Q(t+m−96)− ˆ̄Q(t+m−96)
7: r(t)← [Q(t)− Q̂(t)]2

8: R(t)← r(t)after filtering

9: I(T )← 1
N

T∑
T−N

r(t), N = 96

10: I ′(T )← 1
N

T∑
T−N

R(t), N = 192

11: if I(T ) ≥ ε then
12: F (T )← 1
13: else
14: F (T )← 0
15: end if
16: if I ′(T ) ≥ ε then
17: F ′(T )← 1
18: else
19: F ′(T )← 0
20: end if

C. Simulation

The methods previously described were simulated using
Matlab. The input signal for system Σ was generated using
Matlab’s function randn. A 10 day time period was used
in all simulations unless stated otherwise and, in the cases



they exist, leaks were not extinguished before the end of
the simulation period. The intensity of the leaks are defined
as fraction of the average water consumption, which is to
say that a leak with an intensity of x% will correspond to a
waste of water of that percentage of the average consumption
every 15 minutes. Firstly the predictor was tested and the
detectors’ thresholds were calibrated, which was achieved by
performing a leak-free simulation. The results present in this
subject have the single purpose of illustrating the working
principles and limitations of the methods developed.

1) Leak-free Simulation: In figure 2 the output of the
system Σ, y(t) and its one step ahead prediction, ŷ(t), are
plotted. It can be seen that the prediction follows the signal
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Fig. 2. Output of Σ: Actual Signal (blue) and One Step Ahead Prediction
(orange).

very closely, meaning that the prediction of Q(t) will also be
very close to the real signal.

In figure 3 the integral of the residual, I(t), is plotted. As
expected the signal is practically zero at all times, proving
that the water consumption prediction is indeed very close to
the real signal. It is also plotted the integral of the filtered
residual, I ′(t), which is also fairly close to zero at all times
as one would expect. From these plots it was possible to find
suitable values for ε and ε′.

0 1 2 3 4 5 6 7 8 9 10

time [days]

0

0.01

0.02

0.03

0.04

0.05

0.06

I(t)

I’(t)

Fig. 3. Integral of the residual before (blue) and after media filter (orange)

2) Burst Leak Simulation: The previous simulation was
repeated but now a leak has been introduced, starting at the
fifth day and with an intensity of 20%.

In figure 4 the flow-meter data and its prediction are plotted.
It can be seen that 24 hours after the beginning of the leak
(signalled with a red X) the prediction follows the trend of

the real events. This is due to the fact that it was assumes
that the water consumption is approximately periodic – with a
period of 24 hours – which is imposed by the filter defined in
2. The effect of past observations on the prediction is explicit
in equation (12).
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Fig. 4. Instant water consumption: measurements (blue) and prediction
(orange)

Though the leak was still detected, this is not a desired
behaviour for the predictor. An alternative is proposed in III
to overcome this limitation.

The integral of the residual is plotted in figure 5. It can be
seen that I(t) is close to zero before the leak starts, moment
after which it takes a jump. As a result of the unwanted
behaviour explained above, the integral drops to below the
predefined threshold, causing the alarm – whose signal is
plotted in figure 6 to be deactivated.
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Fig. 5. Integral of the residual in the presence of a burst leak
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3) Growing Leak Simulation: The volume of water leaked
this type of leaks is defined as an arithmetic progression where,
at every 15 minutes, the volume of water lost increases by of
the progression’s ratio.

Since the volume of leaked water increases slowly over time
it was required to simulate the leak over a longer period of
time. For that reason the leak was set to start at the third day
of simulation and the ratio of the progression is 0.1042% of
the average consumption, which means that at the end of the
tenth day the volume of water leaked per quarter of an hour
will be 20% of the average.

In figure 7 the signal I ′(t) is shown . It can be seen that
for some time the signal’s value is above the threshold and,
therefore, the alarm, depicted in figure 8, is active. However,
and as already discussed, the prediction follows the trend
of the actual consumption. Since the leak grows at a very
slowly rate the discrepancy between Q(t) and Q̂(t) is never
too large and it’s quickly attenuated, causing the alarm to be
deactivated only a few hours after it had been activated. The
leak’s detection was only possible because it happened in the
first 24 hours after its beginning. Had it not been detected in
that time window, the chances of success would be practically
null.
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Fig. 7. Integral of the median filtered residual, I′(t), for a growing leak
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D. Performance

With the purpose of quantifying the detector performance,
a set of Montecarlo simulations was made where the variables
subject to change were the decision thresholds and intensity
or growth rate of the leak, according to the type of the leak.

For each case 10 thousand simulations were ran. The average
water consumption was set to be approximately the same as
in the real world case: Q̄ = 2.4m3/15min.

1) Burst Leaks: The simulation time span was of 30 days
and the leak had the duration of 3 days, after which it was
extinguished. Since the amount of time the leak is running
is only 10% of the total simulation time this is the highest
possible percentage that the True Positive (TP) and False
Negative (FN) outcomes can reach. By the same logic 90% is
the maximum for True Neagtive (TN) and False Positive (FP)
outcomes.

In table I are shown the results for what was considered
to be the best threshold ε. This threshold is characterised
by having the best relation between TP detect rate, delay in
detection and FP detect rate.

F [%] Atraso TP [%] FP [%] TN [%] FN [%]
5 18.46 [h] 0.38 0.02 89.98 9.62

10 9.28 [h] 3.81 0.01 89.99 6.19
15 4.29 [h] 5.38 0.02 89.98 4.62
20 2.19 [h] 6 0.01 89.99 4
25 1.18 [h] 6.28 0.02 89.98 3.72
30 37.66 [min] 6.43 0.01 89.90 3.57
35 19.76 [min] 6.52 0.02 89.98 3.48
40 9.85 [min] 6.57 0.01 89.99 3.43
45 5.35 [min] 6.60 0.02 89.98 3.40
50 2.68 [min] 6.62 0.02 89.98 3.40
55 1.66 [min] 6.64 0.01 89.99 3.36
60 0.82 [min] 6.65 0.02 89.98 3.35

TABLE I
RESULTS OF MONTECARLO SIMULATIONS FOR ε∗ = 0.16

In table II is shown the average percentage of successful
and unsuccessful classifications for the same threshold. A
successful classification occurs if a leak exists and it’s detected
(TP) and if a leak does not exist and is not detected (TN). An
unsuccessful classification happens if a leak is detected when
it doesn’t exist (FP) and when it does exist but is not detected
(FN).

As one would expect, the higher the leak’s intensity the
higher the success rate.

F [%] Successful [%] Unsuccessful [%]
5 90.37 9.63

10 93.80 6.20
15 95.63 4.64
20 95.98 4.02
25 96.26 3.74
30 96.42 3.58
35 96.50 3.50
40 96.56 3.44
45 96.59 3.41
50 96.61 3.39
55 96.62 3.38
60 96.63 3.37

TABLE II
SUCCESSFUL AND UNSUCCESSFUL CLASSIFICATION RATES FOR ε∗

Although the success rates can be very high, reaching almost
97%, this mainly due to the high number of TN classifications.
The TP rate was not as high as expected and a possible



justification could be the variance of the signal e(t) used at
the input of Σ. In the real world scenario the result lived more
up to the expectations.

The Receiver Operating Characteristic (ROC) curves are
also shown, in figure 9, where each curve corresponds to a
different leak intensity. The ROC curve shows the relation
between the percentage of TP and FP for a given decision
threshold. The lower the threshold the higher the number of
true positives, at the cost of an increase in false positives.
For a large enough value of the threshold the number of false
positives is reduced to zero, but the number of true positives
will be very low – possibly zero.
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Fig. 9. ROC for Burst Leaks Detector

The threshold choice is not only related to TP and FP rates
but with the detection delay as well. The lower the threshold
the smaller the delay between the burst and its detection.

Figure 10 shows how the threshold affect the detection delay
for each leak intensity.
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Fig. 10. Detection Delay as a function of the threshold

2) Growing Leaks: Once again the simulation time span
was of 30 days and the leak occurred in the last 10 days. The
growth rate was changed from 0.5% to 4% of the average
consumption in steps of 0.5%.

The maximum rate that TP and FN can achieve is 2/3.
In table III are shown of the Montecarlo simulations for

what was considered to be the best threshold ε. Besides the
TP, FP, TN and FN rates – shown in % – it is also present the
total volume of water wasted from the leak’s beginning until
its detection, Qleak [m3].

Despite the volume of wasted water being slowly increasing
over time, the fact that the detection delay is much longer than

that of burst leaks results in a larger total volume of leaked
water. In fact, while the worst case scenario (longest delay) of
burst leaks presented a total volume of water leaked slightly
below 9m3 the best case scenario of growing leaks resulted
in a total volume of water leaked above 9m3. For this reason
it is more important not to fail leak detection than signalling
the presence of a leak inadvertently.

In figure 11 the ROC curves of the detector for this type of
leaks are shown.

rate Qleak Delay [h] TP FP TN FN
0.5 21.01 81.76 2.97 5.33 61.34 30.36
1.0 35.21 79.29 3.80 5.41 61.25 29.53
1.5 35.65 72.03 5.76 5.33 61.34 27.58
2.0 28.89 62.00 9.05 5.29 61.38 24.28
2.5 21.00 50.51 13.83 5.39 61.27 19.50
3.0 15.02 41.24 19.53 5.36 61.31 13.80
3.5 11.66 34.50 24.47 5.31 61.35 8.86
4.0 9.85 30.23 27.51 5.32 61.34 5.82

TABLE III
MONTECARLO SIMULATIONS RESULTS FOR ε′∗
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Fig. 11. ROC for Growing Leaks Detector

III. LEAK DETECTION IN REAL WORLD SCENARIO

In this section the data used were the measurements pro-
vided by the flowmeter present at the output of the duct
that supplies the campus of IST. The data used was gathered
between September 15 2015 and March 8 2016.

A. Model Identification

In a real world scenario the system Σ is unknown and,
therefore, it has to be identified from the observations of y(t).
Since y(t) is not directly measured, it was retrieved from the
observations of Q(t) as described by equation (8).

After data analysis it was possible to conclude that the water
consumption pattern varies in time. A model was identified
for each period of the year during which the consumption
pattern remains practically unchanged as well as the average
15 minute consumption. It was possible to notice that con-
sumption patterns on weekends, despite very different from



working days, were not dependent on the time of year. A
unique model was identified for Saturdays and for Sundays.
For holidays that don’t take place during weekends the model
used is the corresponding model to the time of the year they’re
inserted in, but the average value is not.

The system identification was performed using Matlab’s
arma function with both polynomials, numerator and denom-
inator, being of second degree.

B. Model Validation

After the models identification it had to be validated to
assure that each model accurately represents the events in the
period they will be used for.

The validation was performed by analysing the residuals,
δ of the output of the identified system, yID, and the signal
retrieved from the actual data, ytrue:

δ(t) = ytrue(t)− yID(t). (18)

After computing the residuals, its autocorrelation was com-
puted. The model was considered valid if the residuals auto-
correlation was similar to the autocorrelation of white noise.

While some models had margin for improvement, mainly
due to the lack of data concerning those periods, the overall
results were very satisfactory.

C. Prediction

The predictor was computed the same way as in the simula-
tion case, with the particularity of both polynomials C(z) and
A(z) being of second degree. The one step ahead predictor,
ŷ(t+ 1|t), is given by

α(q−1)yrec(t)+β(q−1)yrec(t−1)+γ(q−1)yrec(t−2), (19)

where α, β and γ sare obtained by long dividing the polyno-
mials of Σ.

The signal yrec is obtained in an analogue way to what
had been done previously, but non-null initial conditions were
used for performance improvement. The initial conditions are
observations of a full day that falls inside the time period being
analysed:

In order to solve the limitation identified in II-C2 past
samples were centred relatively to the average consumption
per 15 minutes in the predeceasing day. finally yrec is given
by
Q(t)−Q0(t) , t ≤ 96

Q(t)− Q̄− [Q(t− 96)− 1
96

t−1∑
t−96

Q(τ)] 97 ≤ t ≤ 192

Q(t)− Q̄− [Q(t− 96)− 1
96

t−97∑
t−192

Q(τ)] , t ≥ 193

.

(20)
where Q0(t) are the initial conditions.

This change, however, carries a cost. While before the
system had to capability of adapting itself to fluctuations in
the average consumption, it is now much more rigid.

The one step ahead prediction for Q is given by
ŷ(t+ 1|t) +Q0(t+ 1) , t ≤ 96

ŷ(t+ 1|t) + Q̄+Q(t− 95)− 1
96

t∑
t−95

Q(τ) , 97 ≤ t ≤ 192

ŷ(t+ 1|t) + Q̄+Q(t− 95)− 1
96

t−96∑
t−191

Q(τ) , t ≥ 193

.

(21)

D. Leak Detection Performance

Due to the absence of leaks in the time period for which data
was available the performance assessment of leak detection as
a function of the decision threshold was done by simulating
leaks on top of the data. The performance assessment was only
made for burst leaks. The leaks had a duration of 5 days and
the intensity was changed between 5% and 60% in 5% steps.
It was analysed the start of the leak in 5 different time instants,
with no overlapping between of the different leak periods.

In figure 12 are shown the ROC curves for each intensity.
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Fig. 12. ROC

It can be seen that for ε = 0.35 the false positive rate
is below 5% for all intensities. Despite the true positive rate
being very low for low intensity leaks, this is not concerning
since a 20% intensity is comparable to having three to four
taps running simultaneously1.

In figure 13 is plotted the detection delay as a function of the
threshold for each intensity. Undetected leaks were assigned
a default delay of 100 hours.

All leaks with an intensity of at least 20% were detected
within 30 hours after their start. Furthermore, leaks with an
intensity of at least 25% were detected within half that time.

These were very satisfactory results since similar leaks
would usually run for more than a day until their detection
was possible at naked eye.

IV. LEAK DETECTION AND LOCATION IN A NETWORK

A. Network Description

The network used in this work, shown in figure 14, was
designed with the single purpose of applying the concepts and
developing the methods proposed. A physical parallelism can,

1Typically a tap’s flow is of 100 to 150 L/15min
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Fig. 13. Detection Delay as a function of the threshold

however, be made with the first part of the work if one thinks
of the network’s branches as the ducts that transport water
form the supplying metered points, A1 and A2, to the different
infrastructures in the campus, P1, P2 e P3. It was assumed
that not all branches were metered. Metered branches include
the input branches, C1 and C6, output branches, C4, , C9

and C11, and others that were thought to provide substantial
information about the network’s state: C2, C5, C7 and C12.
In [15] a method for optimal sensor placement is proposed.

Fig. 14. Rede

B. Network Analysis

The amount of water present in each branch at every time
can be computed from the inputs using the network’s incidence

matrix, M , if the branches’ weights are known:

MC = 0

s.t.
C1 = S1,

C6 = S2,

C2 = αC1,

C5 = β C3,

C10 = γ C8,

C12 = ρC13,

(22)

where C = {C1, ..., Cn} is the vector of unknowns Ci and Ci

is the volume of water in the i-th branch; S1 and S2 are the
input measures. Coefficients α, β, γ and ρ specify the branches
weights. It’s not necessary to specify the weight of all branches
because the incidence matrix holds the information relative to
mass conservation principle.

C. Leak Detection

In the case where there aren’t leaks the sum of the input
water must equal the some of the outputs. Let C∗ be the set
of metered branches. Let Ω be the set of input branches and
Ψ the set of output branches.

A leak is detected when the sums are different:∑
i

C∗i 6=
∑
j

C∗j , ∀ i xΩ, ∀ j xΨ 2. (23)

D. Leak Location

The approach used for locating leaks in the network is based
on the K-means algorithm.

Firstly the network’s nominal state was computed, C(0),
i.e. all metered branches’ water volume at each time, using
the data from IST as the network’s input. Branch C1 conveys
60% of the total water supplied while branch C6 conveys the
remaining 40%.

Afterwards, leaks of different intensities were simulated
in every possible branch and the water volume en metered
branches was recorded. These results were then normalised
in relation to the nominal state and averaged in the time
dimension and in leak intensity dimension, creating a signature
for each leaking branch. The result of theses operations is a
matrix K ∈ R|C∗|×|F |, where |C∗| is the cardinality of the set
C∗ and |F | is the number of possible leaking pipes.

Let C(n)
i,j (t) be the volume fo water in branch i in the

presence of a leak in branch j, with intensity n, at time t.
Let N be the set of leak intensities.

Each entry of K is given by

[K]i,j =
1

|N |
1

T

∑
n xN

T∑
t=1

C
(n)
i,j (t), i xC∗ j xF. (24)

Each column of K can be seen as corresponding to a
centroid in K-means algorithm.

2Symbol x refers to the indexes of the set elements.



The location is performed by minimising the euclidean
distance, d between the set of measurements at each time and
each ”centroid”:

d(j, t) = [C∗(t)−K∗,j ] [C∗(t)−K∗,j ]T , ∀ j xF. (25)

E. Performance

With the purpose of quantifying the leak locator’s perfor-
mance a set of simulations were ran, where all branches, at
turn, were subject to leaks of intensities ranging from 5% to
60% in steps of 5% with a duration of 5 days.

The resulting flows, called the training group, were used to
compute matrix K.

At each time instant the presence of a leak was assessed.
The location procedure is only performed if a leak has been
detected.

In the presence of leaks, the classification was constant in
time, the same is to say that for every instant during which
the leak was running the system traced its origin to the same
branch.

In table IV are shown the results (success or failure) of leak
location.

Location
C2 C3 C5 C7 C8 C10 C12 C13

In
te

ns
id

ad
e

5% × × × × × ×
10% × × × × × ×
15% × × × × × ×
20% × ×
25% ×
30% ×
35% ×
40% ×
45% ×
50% × ×
55% × ×
60% × ×

TABLE IV
SUCCESSFUL AND FAILURE (×) IN LEAK LOCATION

It can be seen in figure 14 that branches C2 and C3 are
virtually the same branch, given that at the node in between
the two there is no water diversion. For this reason some
of location failures resulting from a leak in branch C3 were
caused by mistaking branches C2 and C3. That is the case for
leaks in which the flow of lost water is CF ≥ 200L/15min.
In the following tables columns labelled ”N. C3” correspond
to the results when neglecting these errors.

Since not all branches transport the same amount of water
the cost of location failure is dependant on the leaky branch.
In table V are shown the failure rates for low intensity (CF ≤
200L/15min) and high intensity leaks.

Though the global error rate is rather high, 25%, most errors
come from locating low intensity leaks which have a fainter
signature. At the same time the environmental and financial
impact of these leaks is very small when compared to high
intensity leaks (see table VII).

All N.C3

CF ≤ 200 19.79% 17.71%
CF > 200 13.54% 5.21%

Total 33.33% 25%

TABLE V
FAILURE RATE IN LEAK LOCATION (TRAINING GROUP)

F. Extrapolation

Having as motivation the impossibility of testing all possible
leak intensities it was decided to study how the system would
behave when locating leaks of different intensities than the
ones used when computing the centres.

Leaks of 11 different intensities comprised in the range
previously defined were simulated, constituting the test group.
In table VI are shown the failure rates for low intensity and
high intensity leaks for this group.

All N.C3

CF ≤ 200L\15min 18.18% 18.18%
CF > 200L\15min 18.18% 9.09%

Total 36.36% 27.27%

TABLE VI
FAILURE RATE IN LEAK LOCATION (TEST GROUP)

The global error rate is not too different from what had
been achieved previously. Furthermore, the failure rate for
high intensity leaks is smaller that 10$ which suggests that
the method could be extrapolated for intensities not comprised
in the range defined when computing the results for centre’s
calculation. Naturally the higher the resolution used in centre’s
calculation the better will be extrapolation.

In table VII is shown the average cost of running leaks.

Training Test Combined

in
c
C

3 CF ≥ 200 3.4807 2.3844 2.8758
CF < 200 0.5063 0.6972 0.1475
Total 1.7147 1.5408 1.6207

N
.C

3 CF ≥ 200 5.2609 2.5122 3.5694
CF < 200 0.5063 0.6972 0.5936
Total 1.4969 1.3022 1.3996

TABLE VII
AVERAGE COST – AC/h – OF UNDETECTED LEAKS

V. CONCLUSION

The main goal of the work developed was to detect and
locate leaks in water distribution networks. The work ended
being divided in two parts: in the first part the case of a SISO
network is addressed; in the second part a network that can
have multiple inputs and outputs was considered.

For the first part of the work it was shown that the algo-
rithms proposed are capable of preforming leak detection with
a high degree of certainty, which comes as consequence from
the successful water consumption modulation and prediction.

The main reason for the method not to achieve the same
level of performance at all times is the assumption that water
consumption is approximately periodic. For some periods of



the year, as well as for weekends, this assumption does not
hold, resulting in a prediction that is not accurate enough for
the purposes it is used.

In order to bypass this constraint the performance assess-
ment was made only for the time period where all assumptions
held true. The results obtained are considered to be very
positive since the majority of leaks with a flow greater than
what is considered to be the ”acceptable loss” are detected in
over 80% of the occurrences and within 10 hours of their start.

In the second part of the work it was shown that is possible
to detect and successfully locate leaks in a network without it
having to be hydraulically simulated.

It was possible to locate ’high intensity” leaks in 95% of
the occurrences.

Despite the overall success of leak location in a MIMO
network, the performance in location of low intensity leaks
fell short of what was intended. Low intensity leaks have
less significant impact in the flow of water in other pipes of
the network, resulting a fainter ”signature” that is harder to
recognise.

Nevertheless, the developed methods can be promptly ap-
plied to a real world scenario, particularly to the campus of
Instituto Superior Técnico, whether it is right now, where there
is only a single measurement of water flow, or it will be in
a near future, when the main branches of the network are
monitored.

REFERENCES

[1] A. F. Colombo, P. Lee, and B. W. Karney, “A selective literature
review of transient-based leak detection methods,” Journal of Hydro-
environment Research, vol. 2 (4), pp. 212–227, 2009.

[2] M. Eiswirth and L. S. Burn, “New methods for defect diagnosis of water
pipelines,” 2001, pp. 137–150.

[3] M. Farley and R. Liemberger, “Developing a non-revenue water reduc-
tion strategy: planning and implementing the strategy,” Water Science
and Technology: Water Supply, vol. 5 (1), pp. 41–50, 2005.

[4] K. Takahashi and M. Sato, “Estimation of a buried pipe location
by borehole radar,” IEEE International Proceedings, Geoscience and
Remote Sensing Symposium, vol. 1, pp. 304–307, 2005.

[5] O. Hunaidi and W. Chu, “Leak location using blind system identification
in water distribution pipelines,” Construction Technology Updates, vol.
40 (1-2), pp. 134–148, 2008.

[6] D. Athernon, K. Morton, and B. Megelas, “Detecting breaks in prestress-
ing pipe wire,” Journal of American Water Works Association, vol. 92,
pp. 50–56, 2009.

[7] C. Palau, F. Arregui, and M. Carlos, “Burst detection in water networks
using principal component analysis,” Journal of Water Resources Plan-
ning and Management, vol. 138, pp. 47–54, 2012.

[8] J. Yang, Y. Wen, and P. Li, “Detecting leaks in water-distribution pipes,”
Third International Conference on Network and System Security, pp.
534–539, 2000.

[9] A. Candelieri, D. Soldi, D. Contia, and F. Archetti, “Analytical leakages
localization in water distribution networks through spectral clustering
and support vector machines. the icewater approach,” 2014.

[10] C. Arsene, D. Al-Dabass, and J. Hartley, “Using neural networks to
monitor piping systems,” Process Safety Progress, pp. 119–127, 2003.

[11] C. Sivapragasam, R. Maheswaran, and V. Venkatesh, “Ann-based model
for aiding leak detection in water distribution networks,” Process Safety
Progress, vol. 5, pp. 111–114, 2008.

[12] C. Arsene, D. Al-Dabass, and J. Hartley, “Decision support system for
water distribution systems based on neural networks and graphs,” vol.
39 (18), 2014, pp. 315–323.

[13] A. Sarrate, J. Blesa, P. W. F. Neijari, and J. Machell, “Clustering
techniques applied to sensor placement for leak detection and location
in water distribution networks,” Mediterranean Conference on Control
and Automation, 2014.

[14] L. Xia and L. Guo-jin, “Leak detection of municipal water supply
network based on the cluster-analysis and fuzzy pattern recognition,”
in 2010 International Conference on E-Product E-Service and E-
Entertainment (ICEEE), 2010, pp. 1–5.

[15] R. Sarrate, J. Blesa, and F. Nejiari, “Sensor placement for leak moni-
toring in drinking water networks combining clustering techniques and
a semi-exhaustive search,” 2016.


